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If only we could ask Claude to design new materials. We would build foundation models for

materials discovery, run them in parallel and try billions of candidates in thousands of processes

and applications. Surely thousands of geniuses in a gigawatt data center [1] could solve many

of humanity’s problems and capture trillions of dollars of value along the way. Catalysts for

any reaction, strong materials for space and transport, materials that store energy in batteries,

superconductors and semiconductors, functional materials for everything from buildings to

clothes to medical implants. There is no shortage of things people want.

Sadly, there is a catch. AI-driven materials discovery hits a bottleneck very early.

Candidates are easy

In 2023 Google DeepMind’s GNoME predicted 2.2 million new crystal structures [2]. The same

year an autonomous lab in Berkeley reported 41 new materials synthesized in 17 days [3]. In 2025

Microsoft’s MatterGen designed a crystal to be hard to compress, aiming for a bulk modulus

of 200 GPa [4]. Bulk modulus measures how hard a material is to squeeze, and steel’s is about

160 [5].

On subsequent examination these claims became less stellar. Two solid-state chemists who went

through a sample of the GNoME structures found scant evidence of compounds that were novel,

credible and useful at the same time [6]. Crystallographers who re-examined the Berkeley lab’s

data argued that most of its new materials were known compounds in disordered form [7].

MatterGen’s crystal scored 222 GPa on the computer. The sample that came out of the furnace

had its tantalum and chromium atoms scrambled across sites the model had kept apart, and it

measured about 160, close to ordinary steel. A hard material also has to do more than resist

squeezing, and the MatterGen authors noted themselves that it must resist shear as well [4]. Each

generator loop did the narrow job that it was designed to do. The trouble started afterwards, in

the slow work of establishing what was real, what was new and what would work in the real

world.
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The lab in the loop

Lila Sciences and Periodic Labs saw this bottleneck early. They raised hundreds of millions

of dollars to build what Lila calls “scientific superintelligence” [8], with a physical laboratory

inside the loop of discovery [9, 10]. Robots make and test candidates at high throughput, the

results flow back into the models, and the models design the next round with more signal and

less noise. The idea is that, given enough rounds, the best candidates rise to the top.

The approach works. In September 2026 Lila reported screening 2,942 catalyst compositions for

splitting water in acid, and finding palladium-oxide families that avoid iridium, the scarce metal

today’s acid electrolyzers depend on [11]. The best held its performance for a thousand hours,

where earlier high-throughput screens had tested stability for thirty minutes [12]. A loop like

this can plausibly make the design stage ten times more productive [13, 14].

However, design is only the first stage of a long journey. Lila’s catalyst was tested in a small cell

of sulfuric acid [11]. An industrial electrolyzer pushes 200 to 300 times more current through its

catalyst and has to keep going for tens of thousands of hours [15]. Records set in small cells

have often failed to survive scaled production [16, 17]. Fast experiments also measure one or

two properties at a time. A material in production has to satisfy many at once, and they tend to

pull in opposite directions: make a metal stronger and it usually becomes more brittle [18]. By

nature, high-throughput experiments sacrifice the extent of what is measured for the speed and

cost of the test. Ultimately, an agent in the loop can only optimize what it can measure.

The discovery ladder and the impact of AI

Drug discovery has been down this road. Candidate molecules are easy to generate, and the

first tests, binding to a protein or killing cancer cells in a dish, are fast. The real test is the human

body, where a molecule that binds to the target can fail to shrink the tumor inside the organ.

About nine in ten drugs that enter human trials fail [19]. In the first phase of trials, which mostly

tests safety, molecules discovered with AI now pass 80 to 90 percent of the time, against 40 to 65

percent historically. In the second phase, which asks whether the drug works, they pass about

40 percent of the time, no better than the historical average [20].

Materials have their own human body: the factory, and then years of service in the field. At

the current rates a new material takes ten to twenty years to go from a promising sample to

production by the ton [21, 22]. In the table below, we divide this journey into stages, with the

clock starting once a candidate is perceived as promising.
1

Down the table the share of the clock grows and the gains with AI shrink, as the limit moves

from computation and ideas to physical work, then to a handful of expensive runs, then to

institutions and product cycles.
2

In this dynamic, halving the scale-up stage saves almost twice

as much time as one would save by making the lab go ten times faster.
3

1
The shares in the table are my estimates. The gains are what today’s tools can plausibly deliver.

2
Adoption’s gain assumes that about half of its elapsed time is human-paced work that runs 1.5 to 3 times faster

with AI, and that the rest is waiting on product cycles. Field experiments find speed-ups of 15 to 40 percent on tasks

AI suits [35, 36], workers report saving 3 to 5 percent of their hours [37, 38], and executives report that AI has added

0.2 percent a year to labor productivity [39]. The low end of the table’s range, 1.2×, is what today’s evidence supports.

3
At the table’s midpoints the end-to-end factor is 1.84. Halving scale-up saves 12.5 points of the pipeline’s time,

and a tenfold faster lab saves 6.8. Appendix A gives the arithmetic.
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Stage Share of the

10–20 years

What makes it hard What AI can do Plausible gain AI companies

working here

Physical

understanding

No clock of its

own; it sets

the odds at

every stage

Simulations follow a

few hundred atoms for

trillionths of a second;

cracking, corrosion

and diffusion are out

of reach [23, 24]

Learned simulators,

orders of magnitude

faster, still graded

mostly against

calculations [25, 26]

1,000× in

what can be

simulated [27];

unknown in

accuracy

Google

DeepMind,

Meta,

Microsoft [2, 4,

28]

Candidate

generation

Under 5%

where the

physics is

known;

open-ended

where it is not

A generator can aim

only at what can be

computed [29]

Generative design and

stability filters within

known chemistry [4]

Several-fold

hit rates

where the

physics is

known [26]

Most AI-for-

materials

startups

Lab synthesis

and screening

5–10% Throughput, and

whether the test

predicts anything

Robots, parallel

synthesis and

automated

measurement [13, 14];

longer, more realistic

tests [11]

10× Lila,

Periodic [8, 9]

Design

validation

10–20% Every property at

once, in the real form

and conditions, over

months of testing

Predicting long tests

from short ones [30,

31]; learning how

cheap tests map to

expensive ones

2–3× Few

Scale-up 20–30% A handful of pilot

runs; know-how that

lives in people

Models of the

production line built

from its own data,

with physics as a

guide

About 2× Almost none

Qualification 25–35% in

aerospace, less

elsewhere

Customers and

standards bodies ask

for many full-scale

batches

Models that stand in

for some tests [32, 33];

qualifying a window

of recipes at once

1.5×, more if

standards

bodies move

QuesTek, in

steel [34]

Adoption 15–25% Product cycles;

requalifying a supply

chain [22]

The productivity gain

AI brings to any

industry [35, 36]

1.2–1.5× None specific

to materials

Conceptually, this table shows a pipeline with a screening filter at each stage. How many initial

candidates succeed depends on the quality of these screening tests along the way. In 2016 Jack

Scannell and Jim Bosley showed, for drugs, that a screen’s predictive validity, how closely its

score tracks the real outcome, matters more than how many candidates it can process [40, 41]. It

is the hiring problem: if the interview barely predicts performance, interviewing ten times more

people mostly finds people who interview well. The difference is that in the materials (or drug)

world the number of applicants is on the order of 10
60

.
4

In a toy version with such numbers,

where one candidate in a million works in the field and the lab score correlates 0.3 with field

performance, a test ten percent more predictive is worth about as much as ten times more tests,

and a test a third more predictive beats a hundred times more test bandwidth. With autonomous

4
The figure is the usual estimate of the number of possible drug-like molecules with up to 30 atoms of carbon,

nitrogen, oxygen and sulfur [42].
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labs running thousands of samples a month, we are already in a regime where a further tenfold

buys little. We need to improve the tests’ screening ability. See Appendix A for the model math.

At the candidate generation stage, a good lab should also be able to be surprised. Stainless

steel, Teflon and Kevlar were all noticed during other projects [43–45]. The iron catalyst behind

synthetic fertilizer came out of some 6,500 runs over 2,500 formulations, when the impurities in

one Swedish magnetite turned out to make it work far better [46]. Only an AI that reads every

diffraction pattern, image and lab log could find surprises like these at scale. This differs from

traditional automated labs, where the protocol measures only what it was asked to optimize.

Another important point is increasing the validity of the tests. At the lab synthesis and screening

stage, a test becomes more predictive when the factory conditions are brought into the lab. A

robotic lab holds a sample’s temperature to within a fraction of a degree. A production furnace

has hot and cold zones, and what fails at scale is often a material that could not tolerate them.

The question is how we can build the furnace’s temperature spread into the lab protocol, along

with the impurities of industrial feedstock and the mixing of a large vessel, so that the lab test

starts to predict the plant.

What is needed

Lab screening tests can become more realistic, yet there is a fundamental gap between materials

design and production. In the spirit of a $1T company, let’s look at an analogy. When NVIDIA’s

engineers finish a chip design, they already know TSMC can make it. Before a wafer is committed,

the design is checked against rules and simulation models that TSMC calibrated on its own

production line. So there is a filter that gives designers the certainty that what is drawn will be

made functional. That certainty lets NVIDIA own the most valuable chips in the world without

owning a factory, and lets TSMC build chips for other companies without designing any of its

own. It took decades to build. Carver Mead and Lynn Conway published design rules of this

kind in 1980, so that a designer could target a process they would never see [47]. Morris Chang

founded TSMC in 1987 to make other people’s designs while not competing with them [48].

Synopsys and Cadence grew up in between to sell the design tools, and they are now worth

nearly $180 billion together [49].

Now picture a head of R&D at a specialty chemicals company with a coolant that beats the one

the company sells. It has passed every test in the lab. To make it, the plant would have to stop a

line that earns money every day, retune its reactors and run this new batch. Will it come out on

spec? Will it foul the heat exchangers or clog the pipes? Nobody can say. The plant manager is

paid to keep the line running. So the new coolant remains in a paper and the plant makes what

it made last year.

The design rules split the risk of a new chip in two. The foundry’s question, whether the chip

can be made successfully, is answered before anything is built. The designer that keeps the

other uncertainty, whether anyone will buy it, is paid for that risk with the product margin.

This is why NVIDIA is worth more than twice as much as TSMC [50]. Currently, a materials

maker carries both questions at once and is paralyzed over whether they should risk current

production for an unproven product. In McKinsey’s study of successful chemical launches, new

technology for new markets took 8 to 19 years and returned 8 to 12 percent a year, about the cost
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of capital, while known products in known markets returned 18 to 23 percent [51]. The CFO

who says no to the head of R&D has done the arithmetic.

Materials today look like chips before TSMC. Corning, Carpenter, Umicore and Dow design

their own materials and run their own plants. There are legends about how Steve Jobs convinced

Corning’s CEO to go all in on iPhone glass [52]. Startups with a better material, such as

Sila and Group14 in battery anodes, have had to build plants of their own [53, 54]. Contract

manufacturers, called tollers in the trade, will run a customer’s recipe for a fee [55], but nobody

can tell beforehand whether a new recipe will run on their line, so every transfer is a large capex

experiment. The first fabless chip companies leaned on established makers in the same way.

Xilinx’s first chip, in 1985, came out of Seiko Epson’s fab [56, 57].

Three things would give materials the certainty chips have.

The first is a physical understanding that is able to predict composition-process-microstructure-

property links. The quantum calculations that computational materials science runs on can

follow a few hundred atoms for a few trillionths of a second [23, 58]. Whether a material is useful

depends on cracking, corrosion, diffusion and the slow drift of its microstructure, which play

out over meters and decades [18, 24]. For some targets the physics is missing altogether. Forty

years after the copper-oxide superconductors were discovered [59], nobody agrees why they

work [60, 61]. Beyond perfect crystals, phenomena at interfaces and in the presence of impurities

and multiple compounds remain unknown. It is astonishing simply how much we do not know.

The second is the understanding of the fabrication process. An example from my undergraduate

years in metallurgy: on a forging line, the way lubricant is spread on a metal sheet under a press

sets the friction. The friction sets the stress in the part, and the stress opens a crack when the

part is in the furnace, hundreds of meters down the line. Cause and effect sit in different places,

at different times, on different sensors. Only some links live in the heads of experienced people

on the shop floor. Formalizing the fabrication process into an accurate model is the key here.

Such a model can be built by accurate measurement and characterization of the production line,

far beyond what is done today by traditional industrial IoT.

The third is a way to qualify a range. Qualification means showing a customer or a standards

body, with many full-scale batches, that a material meets its specification. A new chip inherits

the qualification of the process it is made on, while every new alloy or polymer is qualified on

its own, one composition and one process at a time. If a line were understood well enough to

qualify a window of compositions and processes, every design inside the window would inherit

most of the evidence. Drug regulators already work this way: a manufacturer that demonstrates

a “design space” can move within it without a new approval [62].

What this means for AI-for-science companies

Follow the money. Non-commodity materials sell about a trillion dollars a year. Their makers

and governments spend about $57 billion a year on R&D, perhaps $9 to $17 billion of it on

discovering new materials. Outside vendors sell $2 to $4 billion of R&D services into that budget,

and materials-informatics software earns $45 to $115 million. About a billion dollars of venture
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money a year now goes into AI for materials discovery.
5

R&D can benefit from AI, but the

money in materials sits in production.

Ask the head of R&D at a chemical company what holds them back, and you will hear about a

shelf of candidates that cannot get into the plant. Aionics began by selling electrolyte-design

software to battery makers, found that customers could not put a price on faster research, and

now develops formulations that partners manufacture [63].

So the place to start is the plant. Plants already record far more than they use. In 2015 two

McKinsey researchers wrote that a modern oil platform carries over 30,000 sensors and that less

than one percent of their data was used for decisions [64]. Add cameras and sensors where the

gaps are, bring together the logs, maintenance records and operators’ notes, and build a model

of how the line really behaves: where the furnace runs hot, which valve drifts, which step turns

a small variation into scrap. A few years ago this would have been too expensive. Today’s AI

models read video, images, spectra, sensor logs and handwritten notes together, which makes a

model of a messy, sparsely observed line affordable.

For the head of operations, the model should pay for itself within months in yield, uptime and

energy. It would be great if the contract gave the company that built the model the right to learn

from the line. NVIDIA began in gaming [65], a market that paid for its graphics chips and CUDA

long before AI became their largest use. For this AI company, participating in plant operations

can be a beachhead that monetizes materials discovery.

The model that is built in this way has predictive power versus the one built in the lab alone:

given this line, will the new material run on it, come out on spec and leave the reactors clean?

With this model, the company can do what NVIDIA does. It can design a material, show the

plant that it will run, pay for a month of production and sell the material under its own name.

Suppose the material is a coolant better than anything on the market, in a niche worth half a

billion dollars a year. The company would keep both the customer and the product margin.

The first markets should be those where the ladder from sample to production is short and the

physics is well understood. Coatings, polymer compounds, catalysts for existing plants and the

materials inside electronics qualify in about one to three years, while aerospace alloys take ten

or more [22]. Data-center coolants may come first. Orbital Industries is taking its AI-designed

coolant through qualification with major chip makers, aiming to ship it with the next generation

of GPUs in 2027, which its chief executive says would make it the first AI-designed molecule on

the market [66].

A $1T company is possible if. . .

As a rough estimate, new classes of materials outside batteries bring in $8 to $20 billion a year,

about one to two percent of the trillion-dollar market for non-commodity materials. That share

is small because a new material takes so long and costs so much to launch that it earns about the

cost of capital [51]. If AI cut the time by the table’s factor, a program that returned 10 percent

5
All six figures are my estimates, built from company filings, national statistics and market reports. The ranges are

$0.9–1.2 trillion for non-commodity sales and $41–79 billion for R&D, and venture funding was about $1.07 billion in

2025 with Lila Sciences included. Schrödinger, the one company that reports materials software revenue, reported

$17 million for 2025.
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would return 14 percent, or 22 percent if spending fell with the time.
6

If the plant were certain

that a new material would run, the designer could carry the market risk alone. These two

conditions would make new materials worth funding, and the market for them would grow.

So one $1T company is possible if four things happen. A model developed on paired lab and

production data is able to predict, ahead of time, a durability result that takes a year to measure.

A plant runs a material it has never made, at the designer’s expense, and it comes out on spec the

first time. A customer or a standards body accepts a qualified window of processing conditions.

And a material shipped this way earns a product margin. Core pieces are here and each can be

tested within three years. The company that owns the products and the line models could hold

the seat NVIDIA holds in chips. The integrated modeling and foundry partners would be the

plants it learned from.

Ten to twenty years from now I expect factories to be run fully by AI agents. The agent that runs

a line would also be the same agent that runs its R&D, because the two are one loop. What the

line did yesterday is the best evidence of what a new material will do on it tomorrow. The first

version of that loop can be built today. So the solution is not to bring materials problems to

thousands of geniuses in a data center, but to bring the intelligence as well as the observation

power of a data center to thousands of labs and plants, close to the equipment and the shop floor.
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Appendix A: The model math

The article uses three small calculations. Their inputs are assumptions or my judgment, and

none has been fitted to data, so they should be read as illustrations.

Validity against throughput

This calculation follows Scannell and Bosley [40]. Each candidate has a true value 𝑌, its

performance in the field, and a lab score 𝑋. Both are standard normal, and their correlation 𝜌 is

the predictive validity of the lab test. A candidate works in the field if 𝑌 is above the threshold

𝑦∗ = Φ−1(1 − 𝜋), where Φ is the standard normal distribution function and 𝜋 is the fraction of

candidates that work. The lab tests 𝑁 candidates and advances the one with the highest score,

𝑋max. The chance that this candidate works is

𝑃(𝜌, 𝑁 ,𝜋) = E

[
1 −Φ

(
𝑦∗ − 𝜌𝑋max√

1 − 𝜌2

)]
.

The expectation is over 𝑋max, the largest of 𝑁 standard normal draws, and we estimate it from

400,000 samples of 𝑋max. The space of possible candidates is far larger than any lab can test, so

we treat the 𝑁 tested candidates as random draws from it. Table A1 gives this chance where one

candidate in a million works (𝜋 = 10
−6

).

Table A1: Chance in 10,000 that the advanced candidate works, for 𝜋 = 10
−6

.

Validity 𝜌 𝑁 = 10
6 𝑁 = 10

7 𝑁 = 10
8

0.30 2.9 4.7 7.4

0.33 4.5 7.6 12.2

0.40 11.7 21.4 36.5

At a validity of 0.30, each tenfold increase in tests multiplies the chance by about 1.6. Raising the

validity by ten percent, to 0.33, multiplies it by 1.55 at a million tests, about what ten times more

tests do (1.64). Raising the validity by a third, to 0.40, multiplies it by 4.0, compared with 2.5 for

a hundred times more tests. To match the 0.40 test at a million candidates, a test of validity 0.30

would need about 1.4 billion. The validity of 0.30 and the rate of one in a million are assumptions,

and the model has one test and one property.
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The clock

Stage 𝑖 takes a share 𝑠𝑖 of today’s time, and we assume AI makes it 𝑔𝑖 times faster. The time left,

as a fraction of today’s, is then

𝑇new

𝑇today

=

∑
𝑖

𝑠𝑖

𝑔𝑖
.

Table A2 applies this to the midpoints of the shares and gains in the stage table. Physical

understanding has no share of its own, so it is not in the sum.

Table A2: The clock at the stage table’s midpoints, in percent of today’s time.

Stage Share Gain Time left Time saved

Candidate generation 3.0 10× 0.3 2.7

Lab synthesis and screening 7.5 10× 0.8 6.8

Design validation 15.0 2.5× 6.0 9.0

Scale-up 25.0 2× 12.5 12.5

Qualification 30.0 1.5× 20.0 10.0

Adoption 20.0 1.35× 14.8 5.2

Total 100.5 54.4 46.1

The time left is 54.4 percent of today’s, a factor of 1.84, so a program of fifteen years would take

about eight. The low and high ends of the gains give factors of 1.73 and 1.93. Halving scale-up

saves 12.5 points of the time, and a lab ten times faster saves 6.8. The midpoints of the shares

sum to 100.5 percent, and the factor is 100 divided by the time left. The stage table describes the

gain in candidate generation as several-fold, and the calculation uses 10. With a gain of 3 there,

the factor would be 1.82. A set of shares for a short ladder (3, 12, 25, 30, 15 and 15 percent, in the

table’s order) gives 2.10.

The return on a program

A program spends a total 𝑆 at a level rate over 𝐷 years of development, and then earns a level

return 𝑎 a year for 𝐿 years. Its rate of return 𝑟 is the rate at which the discounted return equals

the discounted spending:

𝑎 𝑒−𝛿𝐷
1 − 𝑒−𝛿𝐿

𝛿
=

𝑆

𝐷

1 − 𝑒−𝛿𝐷

𝛿
, 𝛿 = ln(1 + 𝑟).

We set 𝐷 to 14 years, McKinsey’s average for new technology in a new market [51], and 𝐿 to 15

years, and we choose 𝑎 so that 𝑟 is 10 percent. Dividing 𝐷 by the clock’s factor of 1.84 gives 7.6

years. With the same total spending, 𝑟 would rise to 14.1 percent. If spending falls in proportion

to the time, 𝑟 would rise to 21.8 percent. With a product life of 10 years the two results would be

14.8 and 23.6 percent, and with 25 years they would be 13.4 and 20.2 percent.
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